J. Med. Chem. 2002, 45, 1967—1970 1967

Docking into Knowledge-Based Potential
Fields: A Comparative Evaluation of
DrugScore

Christoph A. Sotriffer,* Holger Gohlke, and
Gerhard Klebe

Department of Pharmaceutical Chemistry,
Philipps-University Marburg, Marbacher Weg 6,
D - 35032 Marburg, Germany

Received January 18, 2002

Abstract: A new application of DrugScore is reported in
which the knowledge-based pair potentials serve as objective
function in docking optimizations. The Lamarckian genetic
algorithm of AutoDock is used to search for favorable ligand
binding modes guided by DrugScore grids as representations
of the protein binding site. The approach is found to be
successful in many cases where DrugScore-based re-ranking
of already docked ligand conformations does not yield satisfac-
tory results. Compared to the AutoDock scoring function,
DrugsScore yields slightly superior results in flexible docking.

Introduction. The accurate prediction of protein—
ligand interaction geometries is essential for the success
of virtual screening approaches in structure-based drug
design. It requires docking tools that are able to gener-
ate suitable configurations and conformations of a
ligand within a protein binding site and scoring func-
tions that appropriately translate interaction geometries
into an energetic measure describing the quality of the
interaction.1~> While the first aspect has been consid-
ered an almost solved problem based on the results of
a public docking competition,® much more attention is
currently devoted to the second aspect of scoring and
affinity prediction.”~° As an approach to the latter, the
knowledge-based scoring function DrugScore has re-
cently been developed.’®1! It has been derived by
converting data from crystal structures of 1376 protein—
ligand complexes of the PDB!? (as stored in RELI-
BASE!314) into distance-dependent pair preferences.
Using a test set of 158 PDB complexes, a first evaluation
of DrugScore has been carried out by re-ranking (“post-
scoring”) docking results generated by the program
FlexX.> Although this improved the ranking of the
results remarkably,0 it was also observed that in more
than 25% of the cases the top-ranked result showed an
rmsd (root-mean-square deviation) of more than 2 A
from the experimental position while at the same time
the crystallographically observed binding mode received
a better score than any of the docked configurations.
This clearly indicates that appropriate placements of
the ligand had frequently not been generated by the
docking program—in contrast to the assumption that the
generation of suitable conformations is only a minor
problem. However, it also suggests that using the
scoring function not only for post-scoring but already
as objective function during the docking process itself
could alleviate the problem and possibly improve the
overall success rate.
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Guided by these observations, DrugScore has now
been tested as objective function for docking. For this
purpose an “energy-driven” docking method was re-
quired that is solely based on the direct optimization of
an energy criterion or scoring function!® and does not
rely on other geometric or combinatorial rules for
generating docked ligand orientations and conforma-
tions. Accordingly, AutoDock was selected to test the
performance of DrugScore in guiding docking searches.
Traditionally, Monte Carlo simulated annealing has
been used as optimization algorithm within the Au-
toDock program.17:18 |n the most recent version avail-
able, a so-called Lamarckian genetic algorithm has been
implemented as more efficient alternative.’® To speed-
up the energy evaluation during the docking process, a
grid-based representation of the binding site is used
where every grid point corresponds to an affinity value
calculated for the interaction of a probe atom with the
protein. In AutoDock, the incorporated empirical free
energy function is normally used to calculate the grids.
Here, grids were computed on the basis of the DrugScore
pair potentials, as outlined in the Methods section.

The new approach was tested on a set of 41 PDB
complexes derived from the 200 test cases that had
served to evaluate FlexX.2% This smaller set consists of
all those noncovalent complexes already used in the
original DrugScore validation,© for which DrugScore re-
ranking of FlexX-generated positions had given a result
with an rmsd of >2 A at rank 1, yet a better score for
the experimental binding mode. To put the new Drug-
Score-based docking into proper perspective, all com-
plexes were also subjected to docking runs using the
regression-based energy function of AutoDock, i.e., the
“pure” AutoDock approach. As a side effect, this also
represents one of the largest evaluations of the
AutoDock method hitherto made public.

Results and Discussion. First indications that
DrugScore pair potentials might be suitable to perform
grid-based, energy-driven docking came from a hot spot
analysis.! For the same test set of 158 protein—ligand
complexes mentioned above, the spatial coincidence of
hot spots (obtained from a grid-based evaluation of
DrugScore potentials within the binding site) with
experimentally observed ligand atoms of corresponding
type was analyzed. Depending on the atom-type clas-
sification, overall prediction rates between 74 and 85%
were obtained. A visual analysis of contoured hot-spot
areas superimposed with the experimental binding
mode of the ligand supports this finding.

As an initial test for the general applicability of the
approach, rigid docking runs were carried out for the
entire test set, using the experimentally determined
conformation of the complexed ligand. The purpose of
this procedure was to avoid complications arising in
flexible docking, such as issues of convergence or the
coupling with the intramolecular force field, and to
analyze whether DrugScore grids fulfill certain mini-
mum requirements for successful docking. In 90%
(37/41) of the test cases, correct predictions were ob-
tained, with top-ranked docking results deviating by less
than 1 A from the experimental reference. In most of
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Table 1. Classification of Docking Results for the Single Test Cases Given by PDB Code?

scoring rank 1 result degenerate results top-ranked results
function with rmsd <2 A with rmsd <2 A with rmsd > 2 A
DrugScore laha, lapt, 1bbp, leap, lela, 1lele, 1frp, 1did, letr, 1hdc, 1hfc, 1hgj, 1srj, 1bma, leed, lelc, 1leld, 1glq, 1hef,
1lhvr, lida, 1mmgq, 1nco, 1phg, 1poc, 6rnt, 8gch ligj, 1ldm, 1pph, 1ppl, 1ppm,
1ppi, 2cht, 3hvt, 4phv, 4tmn 1rne, 4hvp, 7cpa, 9hvp
AutoDock laha, 1bbp, lela, 1lele, 1frp, 1hdc, 1hgj, 1did, leld, 6rnt lapt, 1bma, leap, leed, lelc, letr,

1hvr, lida, ligj, 1lldm, 1Immgq, 1nco,
1phg, 1ppi, 2cht, 3hvt, 8gch

1glq, 1hef, 1hfc, 1poc, 1pph, 1ppl,
1ppm, 1rne, 1srj, 4hvp, 4phv, 4tmn,
7cpa, 9hvp

a Docking runs were carried out using the standard search protocol and grids of 1 A spacing. Results were ranked based on the total
docking energy. Complexes classified identically with DrugScore and AutoDock are highlighted in bold.

Table 2. Success Rates Obtained for the Test Set of 41
Complexes by Docking with the Standard Search Protocol,
Using Grids of 1 A Spacing?

DrugScore AutoDock

no. of no. of

cases % cases %
rigid, rank 1 37 90 38 93
rigid, rank 1 + deg ranks 38 93 41 100
flexible, rank 1 (Eq) 18 44 18 44
flexible, rank 1 (E;j) 20 49 18 44
flexible, rank 1 + deg ranks (Eq) 26 63 21 51
flexible, rank 1 + deg ranks (E;j) 26 63 21 51
test cases with <15 torsions only: 23 7 19 68

flexible, rank 1 + deg ranks (Eq) (of 30) (of 28)

a The table shows the number and percentage of complexes for
which results deviating less than 2 A from the reference were
observed either at rank 1 or a degenerate (deg) rank. The ranking
is based on the total docking energy (Eq) or the intermolecular
energy (E;); for rigid docking Eq = E;j, since intramolecular terms
need not be evaluated.

these cases, all 10 independently performed docking
runs for a single ligand converged to the same result.
In only four cases, the goal of correctly reproducing the
X-ray structure at rank 1 was not achieved. For one of
these test cases, however, a slightly lower ranked,
essentially degenerate result (cf. below) was obtained
that differs by less than 1.5 A from the reference and
brings the overall success rate to 93%.

Not unexpectedly, the success rate was lower when
docking was performed with ligand flexibility. Using the
standard search protocol, flexible docking correctly
predicted the binding mode of 18 complexes (44%) (cf.
Tables 1 and 2). This refers to the most restricted
definition of “correct prediction”, where exclusively the
result at rank 1 is considered, which is required to
exhibit an rmsd of less than 2 A. Although it would be
highly desirable for any docking method to always yield
the result with lowest rmsd at rank 1, there are both
practical and physical reasons which suggest this to be
an unrealistic expectation (e.g., approximations inherent
in all currently existing scoring and docking approaches,
ruggedness of the energy landscape, uncertainties in
experimental structures, alternative or multiple binding
modes, residual mobility of a ligand in the binding site,
“single-structure approximation” of configurational and
conformational ensembles). As a consequence, it nor-
mally makes sense to additionally consider docking
results with a score very similar to the score of the top
rank, i.e., “degenerate” results in terms of the docking
energy. Taking into account also the results that match
the score at rank 1 within 0.5 kcal/mol (such degenerate
results were observed for 21 of the 41 test cases), the
number of complexes with an rmsd of <2 A result rises
to 26, equal to a success rate of 63%. The tolerance of

0.5 kcal/mol should be adequate to highlight essentially
degenerate results, given the grid approximation and
uncertainties in the experimental structures which may
lead to differences in the score of more than 0.5 kcal/
mol for structures deviating less than 1 A from each
other. This has, for example, been observed for the
docking results of leap and 1elc, as well as for the scores
of the NAPAP ligand bound to thrombin in two inde-
pendently solved crystal structures (1dwd, lets).

The ligand configurations generated upon docking are
normally ranked according to the total docking energy,
which is the sum of the intermolecular score and the
intramolecular energy. In AutoDock, the latter is cal-
culated based on nonbonded interaction terms and
serves mainly the purpose of avoiding strained confor-
mations. Obviously, this term must be in appropriate
balance with the intermolecular term. Since in a stan-
dard AutoDock run the same Lennard-Jones parameters
are used for both, a sufficient balance can normally be
assumed. However, if the grids are calculated with
another function, i.e., DrugScore, this is not necessarily
the case, although the primary DrugScore values were
scaled to bring them into the range of the AutoDock grid
point energies (cf. Methods section). Accordingly, it was
checked whether different overall results would be
obtained by a ranking based solely on the intermolecular
score, i.e., the DrugScore value. Using this ranking
method, a top ranked result within 2 A rmsd was
obtained for 20 complexes (49%), 17 of which, however,
had been correctly ranked already by the standard
method. Counting also degenerate results, the same
success rate (63%) was obtained as with the standard
ranking. Taken together, this suggests that the balance
between inter- and intramolecular term seems not to
be a major problem.

A closer look at the 15 test cases for which no
successful prediction was obtained (cf. Table 1) reveals
a high proportion of very flexible molecules: eight
ligands have 15 or more torsional degrees of freedom,
(up to 29 for 4hvp). This is not only beyond the level of
complexity AutoDock and its standard optimization
protocol was designed for, it also exceeds the number
of rotatable bonds that molecules useful in the context
of drug design, especially in the lead-finding process,
normally have. Of the 41 ligands tested, 30 have less
than 15 torsions. For these, the standard search protocol
applied here is sufficiently exhaustive to lead to near-
convergence, and accordingly in 23 cases correct predic-
tions were obtained at rank 1 or a degenerate rank,
corresponding to a success rate of 77%. In contrast, for
only three (1poc, lapt, lida) of the 11 molecules with
>15 torsions a correct prediction was obtained. For
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seven of the eight remaining cases, the standard search
parameters were apparently not sufficient to obtain a
converged result, as assessed by comparison with the
intermolecular energies obtained in the corresponding
rigid docking runs. Performing runs with a 5-fold
enhanced search protocol gave two additional successful
predictions (for 1ppl and 1rne), while for the other five
cases convergence was still not accomplished. In the
case of complex 9hvp (20 torsions), however, the result
seems acceptable even though the optimal energy was
not reached and a top-ranked result with an rmsd of
2.12 A was obtained. Here the deviation results to a
large extent from two terminal phenyl rings that are
rather exposed in the native structure and do not show
significant contacts with the protein. If these terminal
rings are not considered, the rmsd falls well below 2 A.

Issues of convergence also play a role in some of the
less flexible test cases that have failed. For 1bma and
1glq (12 torsions each), correct predictions at rank 1
(1bma) or a degenerate rank (1glq) could be obtained
with an enhanced sampling protocol. Crystal packing
contacts influencing the experimental binding mode
could play a role in some other cases (e.g., 1igj, 1hdc),?
since the crystallographic packing environment is of
course not taken into account by docking to a single
protein binding site.?? Complex structures exhibiting
crystal packing effects should actually not be part of test
sets used for evaluating docking methods and scoring
functions.

The grid spacing is a further issue with possible
influence on the results. The standard grid spacing of 1
A used here is larger than the default used in AutoDock
(0.375 A). Grids with larger spacing are computationally
more efficient, but some information gets necessarily
lost. The docking runs for all 23 cases, for which no top-
ranked result within 2 A rmsd had been obtained (cf.
Table 2), were therefore repeated using grids of 0.375
A spacing. For most of the cases, this did not lead to
significant improvements. For the five complexes 1bma,
1did, 1etr, 1hgj, and 1srj, however, a top ranked result
with an rmsd of <1.5 A could now be observed. Since,
in four of these cases, “degenerate” results close to the
reference structure had already been observed with the
coarse grids, it appears that more detailed DrugScore
grids help to discriminate more precisely between native
and non-native results when different positions with
very similar energy are possible. In summary, coarse
grids appear acceptable, but smaller grid sizes are
clearly preferable.

To put the use of DrugScore as objective function for
docking into perspective, the entire test set was also
docked using the AutoDock empirical free energy func-
tion. As can be seen in Tables 1 and 2, the overall
success rates are comparable. Rigid docking with the
AutoDock function provides the correct result at rank
1in 93% of the test cases, with a near-degenerate result
reproducing the experimental binding mode in the
remaining three cases. Flexible docking yields correct
predictions at rank 1 for 18 cases (44%). Considering
also near-degenerate results, this figure rises to 51%,
which is somewhat lower than the 61% achieved with
DrugScore. Ranking by intermolecular energy instead
of the total docked energy does not change the overall
success rates. Again, major problems arise with the
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extremely flexible ligands. Leaving these cases apart,
docking with the AutoDock function succeeds in 68% of
the cases.

It is worth noting that there is significant overlap
between DrugScore and AutoDock with respect to the
cases that are correctly predicted and those which
remain problematic or fail (cf. Table 1). Although there
are certainly test cases that are generally easier to
handle than others, this is an interesting observation,
given that the two scoring functions have completely
different origins and characteristics (e.g., DrugScore: 17
Tripos atom types;?® no charges; no hydrogen atoms.
AutoDock: atom types limited to different elements,
except for aromatic/aliphatic carbon; polar hydrogens
and charges required). It should be mentioned, though,
that correct predictions obtained with DrugScore are
usually closer to the experimental reference than the
corresponding results obtained with the AutoDock func-
tion: for the 13 test cases correctly predicted at rank 1
by both methods (cf. Table 1), the rmsd of the DrugScore
results is on average 0.22 A lower compared to the
AutoDock results.

Although the overall success rates in flexible docking
with DrugScore and AutoDock may appear low at first
sight, they are considerable given that the test set
consisted entirely of complexes not correctly predicted
by an earlier approach. A certain bias toward “difficult”
test cases seems therefore to be given. The success rates
reported here are nevertheless perfectly comparable
with those reported for other well-established programs
(e.g., ICM: 51.0%, based on 51 complexes;® FlexX:
46.5%, based on 200 complexes?%). However, as long as
no standard evaluation suite exists against which all
docking methods and scoring functions are routinely
benchmarked, objective comparisons are difficult to be
made. Still, with respect to DrugScore itself, it is
remarkable that purely knowledge-based atomic dis-
tance preferences combined with a simple repulsion
term can be used successfully for guiding docking
searches, at least as well as empirical free energy
functions based on force field terms.

Conclusion. DrugScore pair potentials have been
tested as objective function for docking searches using
the AutoDock program. The study has shown that
knowledge-based pair potentials can be successfully
applied for docking optimizations. With respect to the
prediction of experimental binding modes by flexible
docking, the PDB-derived DrugScore potentials and the
empirical AutoDock scoring function are found to be of
comparable quality, with slight advantages for Drug-
Score in the overall statistics. Docking of highly flexible
ligands (=15 torsional degrees of freedom) was found
to remain problematic regardless of the scoring function
being used; although surely of limited relevance for
docking in the context of lead discovery, the efficient
generation of appropriate conformations for large flex-
ible ligands still awaits a more satisfying solution.

Methods. Protein Setup. Protein structures were
taken from the PDB.1? Ligands and solvent molecules
were removed, retaining, however, cofactors (1ldm,
1phg) and metal ions (1did, 1frp, 1poc, 1mmg, 4tmn,
7cpa) near the binding site. For use with the AutoDock
free energy function, polar hydrogens were added with
the PROTONATE utility from AMBER,2* AMBER united
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atom force field charges were assigned,?® and solvation
parameters were added using the ADDSOL utility of
AutoDock3.0.

DrugScore grids were calculated by evaluating the
pair preferences for a given ligand atom type at every
grid point, summing over all protein atoms within the
6 A definition range of the DrugScore potentials. The
pair potentials were combined with a Gaussian-type
repulsive term at short interatomic distances. The
primary grid values were scaled for proper combination
with the intramolecular force field terms used by
AutoDock. A scaling factor of 2.5 x 107> was found to
be appropriate to yield grid point minimum values in
the same order of magnitude as the AutoDock function.
(Note: although in the Results section the scoring
energies are reported in “kcal/mol”, the scale is actually
irrelevant for the DrugScore values; in the context of
this work, these values should only be regarded as
relative scores for binding geometries.) The grids were
centered on the ligand in its crystallographic binding
mode. A grid spacing of 1 A was used, and the grids
were dimensioned sufficiently large to extend at least
6 A beyond any ligand atom in its crystallographic
binding mode. DrugScore grids and AutoDock grids had
identical dimensions.

Ligand Setup. Ligand structures were obtained in
mol2-format from the FlexX-200 test set?® and modified
where necessary. For docking runs with the AutoDock
free energy function, hydrogens were added to the
ligands and Gasteiger partial atomic charges were
assigned.?8 This step was not required in the context of
DrugScore. Flexible torsions were defined with the help
of AutoTors. In general, these were all acyclic, nonter-
minal single bonds (excluding amide bonds) in a given
ligand molecule. Ligands with -OH/-NH, groups had
additional rotatable bonds assigned in docking runs
with the AutoDock function (these -OH/-NHj; rotors were
kept rotatable also in the “rigid” docking runs).

Docking. All docking runs were performed with
version 3.0 of the program AutoDock, using the
Lamarckian genetic algorithm. The standard docking
protocol for rigid and flexible ligand docking consisted
of 10 independent runs per ligand, using an initial
population of 50 randomly placed individuals, a maxi-
mum number of 1.5 x 10° energy evaluations, a muta-
tion rate of 0.02, a crossover rate of 0.80, and an elitism
value of 1. The probability of performing a local search
on an individual in the population was 0.06, using a
maximum of 300 iterations per local search. Results
differing by less than 1 A rmsd from each other were
clustered together and represented by the result with
the best docking energy (corresponding to the sum of
inter- and intramolecular score). Depending on the
ligand size and the number of flexible torsions, a single
docking run using these search parameters required
CPU times ranging from 55 s (6 atoms, 1 torsion) to 35
min (54 atoms, 29 torsions) on a P111 800 running Linux.
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