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ABSTRACT: MM-PBSA is a post-processing end-state method to calculate free energies of molecules in solution. MMPBSA.py
is a program written in Python for streamlining end-state free energy calculations using ensembles derived from molecular
dynamics (MD) or Monte Carlo (MC) simulations. Several implicit solvation models are available with MMPBSA.py, including
the Poisson−Boltzmann Model, the Generalized Born Model, and the Reference Interaction Site Model. Vibrational frequencies
may be calculated using normal mode or quasi-harmonic analysis to approximate the solute entropy. Specific interactions can also
be dissected using free energy decomposition or alanine scanning. A parallel implementation significantly speeds up the
calculation by dividing frames evenly across available processors. MMPBSA.py is an efficient, user-friendly program with the
flexibility to accommodate the needs of users performing end-state free energy calculations. The source code can be downloaded
at http://ambermd.org/ with AmberTools, released under the GNU General Public License.

1. INTRODUCTION
Free energy calculations have proven useful for a number of
topics in computational biology, such as drug design and
protein structure determination.1,2 Several methods are
available to calculate free energies, such as Free Energy
Perturbation,3 Replica Exchange Free Energy Perturbation,4

and Thermodynamic Integration.5 These methods, although
theoretically rigorous, are computationally demanding and
become prohibitively expensive as system size increases.
These methods converge poorly for complex systems, so the

reaction coordinate is often divided into intermediate states.
End-state free energy methods, on the other hand, reduce
computational cost by eliminating the need for simulating these
intermediate states. Modeling the solvent implicitly further
reduces the computational cost by eliminating the noise caused
by explicit solvent molecules. As a result, end-state methods
have been used extensively in computational studies.6−8 We will
not discuss the advantages and disadvantages of applying end-
state methods here; for a recent review, see refs 1 and 9.
This paper will focus on the implementation of end-state

methods in MMPBSA.py, which is a program released with the
open source AmberTools package.10 MMPBSA.py has already
been applied to several systems, including calculating the
binding free energies of DNA-binding molecules11 and HIV
protease inhibitors.12

2. THEORY AND METHODS
Before describing the capabilities ofMMPBSA.py, we will briefly
review the theory and calculations of the end-state methods
that MMPBSA.py is capable of performing.
2.1. Stability and Binding Free Energy Calculations.

End-state calculations are frequently used for two types of
analysescalculating the relative stability of multiple con-
formations of a system and calculating the binding free energy

in a noncovalently bound, receptor−ligand complex,1 shown as
thermodynamic cycles in Figure 1. Stability calculations
compare the free energies of multiple conformations to
determine their relative stability. If we consider the process of
a biomolecule changing conformations from state A to state B,
then the free energy associated with that conformational change
is calculated according to eq 1:

Δ = Δ − Δ→G G GA B,solvated B,solvated A,solvated (1)

Similarly, binding free energies are calculated by subtracting the
free energies of the unbound receptor and ligand from the free
energy of the bound complex, shown in eq 2:

Δ = Δ − Δ
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The free energy change associated with each term on the right-
hand side of eqs 1 and 2 is estimated according to eq 3:

Δ = + Δ −G E G TSsolvated gas solvation solute (3)

In eq 3, ΔGsolvation represents a true free energy, since the
solvent has been averaged, because of the use of an implicit
solvent model. We then use ΔGsolvated in eqs 1 and 2 for
consistency; but, it is important to note that, at this point, we
only have one structure for the solute. The gas-phase energies
(Egas) are often the molecular mechanical (MM) energies from
the force field, while the solvation free energies (ΔGsolvation) are
calculated using an implicit solvent model, and the entropic
contribution (S) is estimated using known approximations. The
free energy of solvation is further decomposed as the sum of
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electrostatic and nonpolar contributions. Several implicit
solvent models are available to calculate the solvation free
energies, including Generalized Born (GB),1 Poisson−
Boltzmann (PB),1 and Reference Interaction Site Model
(RISM).13

The energies described in the equations above are single
point energies of the system. However, in practice, end-state
calculations estimate these energies according to averages from
an ensemble of representative structures. For example,
expressing eq 3 in terms of averages yields eq 4:
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where i is the index of a particular frame and N is the total
number of frames analyzed.

There are two approaches to generating the necessary
ensembles for the bound and unbound state of binding energy
calculationsall ensembles can be extracted from a single
molecular dynamics (MD) or Monte Carlo (MC) trajectory of
the bound complex, or trajectories can be generated for each
state using separate simulations.14 These approaches are called
the single trajectory protocol (STP) and multiple trajectory
protocol (MTP), respectively, and each approach has distinct
advantages and disadvantages.
STP is less computationally expensive than MTP, because

only a single trajectory is required to generate all three
ensembles. Furthermore, the internal potential terms (e.g.,
bonds, angles, and dihedrals) cancel exactly in the STP, because
the conformations in the bound and unbound ensembles are
the same, leading to lower fluctuations and easier convergence
in the binding free energy. The STP is appropriate if the
receptor and ligand ensembles are comparable in the bound
and unbound states. However, the conformations populating
the unbound ensembles typically adopt strained configurations
when extracted from the bound state ensemble, thereby
overstabilizing the binding, compared to the MTP.

Figure 1. Thermodynamic cycles for (a) stability free energy calculations for conformation A and B, and (b) binding free energy calculations for a
protein−ligand complex. Solvated systems are shown in blue boxes, while systems in the gas phase are in white boxes. Free energies that are directly
calculated are shown in black, while the free energy of interest is shown in red.
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2.2. Free Energy Decomposition. Amber10 provides
several schemes to decompose calculated free energies into
specific residue contributions using either the GB or PB implicit
solvent models,15 following the work of Gohlke et al.6,15

Interactions can be decomposed for each residue by including
only those interactions in which one of the residue’s atoms is
involveda scheme called per-residue decomposition. Alter-
natively, interactions can be decomposed by specific residue
pairs by including only those interactions in which one atom
from each of the analyzed residues is participatinga scheme
called pairwise decomposition. These decomposition schemes
can provide useful insights into important interactions in free
energy calculations.6,15

However, it is important to note that solvation free energies
using GB and PB are not strictly pairwise decomposable, since
the dielectric boundary defined between the protein and the
bulk solvent is inherently nonlocal and depends on the
arrangement of all atoms in space. Thus, care must be taken
when interpreting free energy decomposition results.
An alternative way of decomposing free energies is to

introduce specific mutations in the protein sequence and
analyze how binding free energies or stabilities are affected.16

Alanine scanning, which is a technique in which an amino acid
in the system is mutated to alanine, can highlight the
importance of the electrostatic and steric nature of the original
side chain.17 Assuming that the mutation will have a negligible
effect on protein conformation, we can incorporate the
mutation directly into each member of the original ensemble.
This avoids the need to perform an additional MD or MC
simulation to generate an ensemble for the mutant.
2.3. Entropy Calculations. The implicit solvent models

used to calculate relative stability and binding free energies in
end-state calculations often neglect some contributions to the
solute entropy. If we assume that biological systems obey a rigid
rotor model, we can calculate the translational and rotational
entropies using standard statistical mechanical formulas,18 and
we can approximate the vibrational entropy contribution using
one of two methods. First, the vibrational frequencies of normal
modes can be calculated at various local minima of the potential
energy surfacea method we will refer to as nmode.18

Alternatively, the eigenvalues of the mass-weighted covariance
matrix constructed from every member of the ensemble can be
approximated as frequencies of global, orthogonal motionsa
technique we will refer to as the quasi-harmonic approxima-
tion.19 Using either the nmode or quasi-harmonic frequencies,
we can sum the vibrational entropies of each mode calculated
from standard formulas.18

Typically, nmode calculations are computationally demand-
ing for large systems, because they require minimizing every
frame, building the Hessian matrix, and diagonalizing it to
obtain the vibrational frequencies (eigenvalues). Because of the
Hessian diagonalization, normal-mode calculations scale as
roughly (3N)3, where N is the number of atoms in the system.
While the quasi-harmonic approach is less computationally
expensive, a large number of frames, or members of the
ensemble, are typically needed to extrapolate the asymptotic
limit of the total entropy for each ensemble, which increases the
computational cost of the original simulation.20

Relative free energy calculations between related systems
often assume that the solute entropy will be the same for each
system being compared, thereby removing the need to explicitly
calculate them.16

3. RESULTS AND DISCUSSION
Here, we will demonstrate many of the calculations that
MMPBSA.py can perform. First, we will describe the general
workflow for using MMPBSA.py to perform end-state free
energy calculations, followed by specific examples.

3.1. General Workflow. MMPBSA.py is a program written
in Python and nab21 that streamlines the procedure of
preparing and calculating free energies for an ensemble
generated by MD or MC simulations whose general workflow
is shown in Figure 2. MMPBSA.py builds upon original ideas by

Massova and Kollman, as described in ref 16. The process of
calculating binding free energies can be a tedious procedure
that MMPBSA.py aims to shorten and simplify.
Python is a useful programming language for performing

tasks that are not numerically intensive, and because it is
available on virtually every platform, Python programs are
highly portable. Nucleic Acid Builder21 (nab), which is a
molecule-based programming language included with Amber-
Tools, contains functionality pertinent to building, manipulat-

Figure 2. General workflow for performing end-state calculations with
MMPBSA.py. LEaP is a program in Amber used to create topology files
for dynamics. The workflow shown in step 3 is the series of steps that
MMPBSA.py automates. “Dry” topologies and ensembles are systems
without explicit solvent that are subsequently treated using an implicit
solvent model. “External programs” refers to the executables that
perform the energy calculations (e.g., sander).
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ing, and performing energy calculations on biological systems,
such as proteins and nucleic acids.
End-state calculations often require multiple topology f iles

that contain the parameters corresponding to the force field.
We recommend users run simulations using explicit solvent,
which would require the user to provide both solvated and
unsolvated topology files to MMPBSA.py. It is necessary that all
topology files have a consistent set of parameters, especially for
binding free energy calculations. MMPBSA.py checks the user’s
topology files prior to binding free energy calculations to
prevent erroneous results due to inconsistencies that may not
be immediately obvious. The Python utility ante-MMPBSA.py
(released alongside MMPBSA.py) allows a user to easily create
topology files with a consistent set of parameters, including
changing the intrinsic implicit solvent radius set to fit the
desired solvent model.
The use of MMPBSA.py is similar to that of Amber’s MD

engines sander and pmemd. The command-line flags common
to both MMPBSA.py and the MD engines are identical, and
input files are separated with similar, Fortran-style namelists,
indicated with an ampersand (&) prefix.
The MMPBSA.py input file contains a &general namelist for

variables that control general behavior. For example, variables
that control the subset of frames analyzed (startframe,
endframe, and interval) and the amount of information printed
in the output file (verbose) are specified here. An example of
this section is shown below.

Users should avoid analyzing correlated structures from their
simulations. Because the autocorrelation time of the free energy
is system dependent, the autocorrelation function of the free
energy can be calculated to determine the ideal frequency to
extract snapshots to avoid analyzing correlated structures (e.g.,
5 ps).7 The keep_files variable controls which temporary files
remain after the calculations conclude successfully, allowing
users to optionally inspect the intermediate steps or regenerate
the final output file using a different verbose value. By default,
MMPBSA.py removes all known ions from the original
trajectory file via the strip_mask variable. This can be modified
in the input file; however, care must be taken if the user
chooses to retain particular ions or water molecules during the
free energy calculations, because the implicit solvent models
utilized by MMPBSA.py are not parametrized to account for
these species. Therefore, it is not recommended to include
water or ions during the calculations.
The following sections introduce the other namelists allowed

in the MMPBSA.py input file and their functionality.
3.2. Poisson−Boltzmann: MM-PBSA. Solvation free

energies can be calculated using the Poisson−Boltzmann
(PB) implicit solvent method with a nonpolar solvation term,
based on the solvent accessible surface area (SASA),8 by
including the &pb namelist in the MMPBSA.py input file,
demonstrated below.

Users can specify external thermodynamic variables based on
experimental conditions to control the calculation, such as the
ionic strength (istrng) and the external and internal dielectric
constants (exdi and indi, respectively). Variables specific to the
PB calculation are shown on the final three lines of the &pb
section of the example input file above. The default method for
calculating nonpolar solvation free energies (inp) and its
associated variables (cavity_surften and cavity_offset) are
recommended, based on a previous optimization of these
parameters.22 The default fillratio value of 4.0 is recommended
to prevent errors for small molecules lying outside the focusing
finite-difference grid that occurs when fillratio is set too low.
Scale is the number of PB grid points per angstrom, and may be
adjusted to obtain coarser or finer resolution, although
increasing the resolution comes at the cost of computational
time. The default value of 2.0 for the scale control variable was
determined as a compromise between speed and accuracy. The
suggested value of 1000 for the number of iterations to perform
of the linear PB equation (linit) is usually sufficient to reach
convergence. A 1.4 Å probe radius (prbrad) is recommended
for simulations performed with water as the solvent to model
the size of a typical water molecule. The optimized radii set
(radiopt) described previously23 shows improved accuracy over
other sets and, thus, is recommended for most users.
The PB solvation free energy can be calculated using two

possible programs. The default solver is pbsa,24 whose routines
can be called from either a nab program (default) or sander,
although users can access the third-party Adaptive Poisson−
Boltzmann Solver25 (apbs) by linking apbs with sander using
iAPBS.26

3.3. Generalized Born: MM-GBSA. The Generalized Born
(GB) implicit solvent method with a SASA term can be used to
calculate the solvation free energy6 by including the &gb
namelist in the MMPBSA.py input file, demonstrated below.

The GB calculation has its own set of control variables, such
as salt concentration (saltcon) and the specific GB model (igb).
Amber provides five different GB models27−30 that can be used
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with MMPBSA.py, depending on user preference. Similar to PB,
the GB solvation free energies can be solved using either a nab
program (default) or sander. For analysis of proteins, we
recommend setting igb to 8 (sander only), based on recent
results, showing an increased stability for salt bridges with this
GB model.30 However, a value of 2 for igb is preferred for many
users analyzing proteins without access to sander.31

MMPBSA.py can use sander to treat part of the system in a
MM-GBSA calculation quantum mechanically using a hybrid
quantum-mechanical/molecular-mechanical (QM/MM) Ham-
iltonian32 with the ifqnt control variable. The residues treated
quantum mechanically (qm_residues) are defined in the &gb
namelist of the MMPBSA.py input file, as demonstrated below.

The charge of the region treated quantum mechanically must
be specified for both the complex (qmcharge_com) and ligand
(qmcharge_lig). Several semiempirical Hamiltonians are
available in MMPBSA.py for the QM region,33 including
AM1,34 MNDO,35 and PM3.36

3.4. Reference Interaction Site Model: MM/3D-RISM.
MMPBSA.py can also use the Reference Interaction Site Model
(RISM)13 to calculate solvation free energies through a nab
program. Specifically, three-dimensional RISM (3D-RISM)
determines the equilibrium distribution of solvent around the
solute to calculate thermodynamic properties. The MM/3D-
RISM method has its own namelist in the MMPBSA.py input
file with its own control variables. An example is shown below.

Three different closure relations (closure) are available to
approximate the RISM integrals: the hypernetted-chain
approximation (HNC), Kovalenko-Hirata (KH), and the partial
series expansion of order-n (PSE-n).37 While 3D-RISM can
directly decompose the solvation free energy into the polar and
nonpolar (cavity and dispersion) terms (polardecomp), this
decomposition nearly doubles the computational cost of the
calculation, and 3D-RISM calculations already take substantially
longer than PB or GB.
3.5. Free Energy Decomposition. Free energy decom-

position can provide information about the local interactions of
a system in addition to global free energies.6 MMPBSA.py can

calculate per-residue and pairwise energy decompositions with
sander. Decomposition must be combined with GB and/or PB
in the MMPBSA.py input file, and control variables for both
per-residue and pairwise decomposition schemes are specified
in the &decomp namelist, as shown below.

Per-residue decomposition (idecomp options 1 and 2)
estimates the contribution of each residue to the total free
energy. Pairwise energy decomposition (idecomp options 3 and
4) estimates the interaction energy of specific residue pairs. By
default, MMPBSA.py will print the decomposition results for all
residues of the system, but a subset can be specified using
print_res to reduce the amount of data printed. We
recommend new users perform a decomposition analysis with
GB solvent models before attempting to use the PB models,
because of the difficulty and time-consuming nature of the PB
decomposition analysis. Furthermore, we reemphasize that
decomposition analysis is not pairwise decomposable since the
dielectric boundary defined between the protein and the bulk
solvent is inherently nonlocal and depends on the arrangement
of all atoms in space.

3.6. Alanine Scanning. Alanine scanning is an alternative
to decomposition analysis that involves mutating a single amino
acid in the system to alanine. Alanine scanning is enabled by
including the &alanine_scanning namelist in the MMPBSA.py
input file and must be specified with at least one type of
calculation to be performed on the mutated structure. An
example of alanine scanning using GB is shown below.

The free energy can be calculated for the mutant trajectory
only (mutant_only = 1) or both the mutant and original
trajectories (mutant_only = 0). When alanine scanning is
enabled, MMPBSA.py determines the mutated residue by
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comparing the original and mutant topology files. MMPBSA.py
then creates a mutant trajectory by modifying the original
atomic coordinates of the mutated residue to the atomic
positions of alanine, discarding extraneous atoms and adjusting
bond lengths to their equilibrium values. Once the mutated
trajectory is created, the normal workflow is resumed.
3.7. Solute Entropy. Including solute entropy with the

energies calculated in the sections above is necessary to obtain
true free energies. MMPBSA.py assumes a rigid rotor model and
calculates the rotational and translational solute entropies
according to standard formulas. Vibrational entropies are
calculated from the frequencies of global motions, which are
obtained via normal-mode analysis (nmode) or quasi-harmonic
analysis.
3.7.1. Normal Mode Analysis. In nmode, MMPBSA.py uses

a nab program to minimize frames to a local minimum, then
constructs and diagonalizes the Hessian matrix to obtain the
vibrational frequencies. Control variables for nmode calcu-
lations are specified in the &nmode namelist of the
MMPBSA.py input file, as demonstrated below.

Each frame is minimized to a local minimum using the xmin
minimizer in nab prior to building the Hessian matrix. Details
of the minimization, such as the number of minimization cycles
(maxcyc) and the convergence criteria (drms), can be adjusted
in the input file; however, the default values are sufficient for

most systems that are able to be minimized. The normal modes
can be calculated in the gas phase or in implicit solvent using a
GB model (nmode_igb). Nmode calculations can be time-
consuming, and they require large amounts of computational
resources. For this reason, we advise using only a small number
of frames for nmode analysis compared to typical PB and GB
analyses. MMPBSA.py also provides control variables (nmstart-
frame, nmendframe, and nminterval) in the &nmode section
that allow users to define a subset of the frames analyzed by PB
or GB for nmode calculations. This provides the users with the
ability to combine the PB and/or GB results with the entropic
contributions using a different number of frames with only a
single call to MMPBSA.py.

3.7.2. Quasi-harmonic Approximation. Entropy can also be
calculated using the quasi-harmonic approximation in which all
analyzed frames are aligned to the average structure of the
ensemble. The mass-weighted covariance matrix of all atoms is
calculated from these frames and then diagonalized to obtain
pseudo-vibrational frequencies. Quasi-harmonic calculations are
run when the control variable entropy is set to 1 in the
&general namelist of the MMPBSA.py input file. Because
minimizations are not required and only one matrix
diagonalization is necessary, quasi-harmonic calculations are
faster than normal mode calculations. However, obtaining
converged results can be difficult, because the method depends
on the number of frames used to calculate the covariance
matrix.

3.8. Running in Parallel. MMPBSA.py is implemented in
parallel, so users with access to multiple processors can speed
up their calculations. MMPBSA.py.MPI is the parallel
implementation of MMPBSA.py that uses a Message Passing
Interface (MPI) for Python (mpi4py). Since energy calculations
for each frame are independent, the calculation can be trivially
para l le l i zed , g iven enough ava i l ab le processors .
MMPBSA.py.MPI divides frames evenly across all processors,
which allows calculations using many frames to scale better
than if MMPBSA.py invoked parallel executables to calculate
free energies. However, perfect scaling is not attained, because

Figure 3. MMPBSA.py scaling comparison for MM-PBSA and MM-GBSA calculations on 200 frames of a 5910-atom complex. Times shown are the
times required for the calculation to finish. Note that MM-GBSA calculations are ∼5 times faster than MM-PBSA calculations. All calculations were
performed on NICS Keeneland (2 Intel Westmere 6-core CPUs per node, QDR infiniband interconnect).
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certain setups tasks and file input/output can only be done with
a single processor. Figure 3 demonstrates scaling for a sample
MM-PBSA and MM-GBSA calculation.
3.9. Differences to mm_pbsa.pl. Prior to the develop-

ment of MMPBSA.py, end-state free energy calculations could
be performed in Amber using a script written in Perl called
mm_pbsa.pl. Both programs allow users to perform free energy
calculations using the STP and MTP, although MMPBSA.py
offers more flexibility when using the MTP. Both programs
have the ability to use different PB and GB models contained
within Amber and estimate entropic contributions. Finally,
MMPBSA.py and mm_pbsa.pl can run free energy calculations
in parallel, although only MMPBSA.py can run on distributed
memory systems (i.e., on multiple nodes connected over a
network).
Despite their obvious similarities, there are many differences

that exist in their accessibility, implementation, and capabilities.
MMPBSA.py is available free of charge alongside AmberTools,
while an Amber license is necessary to obtain mm_pbsa.pl. The
usage of MMPBSA.py is intended to resemble Amber’s MD
engines for ease of the user, while mm_pbsa.pl’s input file and
usage has its own syntax. Only MMPBSA.py has an intuitive
mechanism for guessing the ligand and receptor masks of a
complex based on the topology files provided and analyzes
topology files for parameter consistency. Furthermore, only
MMPBSA.py can calculate entropic contributions to the free
energy using the quasi-harmonic approximation. An interface to
external PB solvers such as Delphi, MEAD, and UHBD is
available with mm_pbsa.pl only, although both can use apbs.
Surface-area nonpolar solvation free energies calculated using
the molsurf program is also only available with mm_pbsa.pl.
MMPBSA.py allows users to provide their own input files for
external programs, which gives users the ability to adjust all
parameters, not just the variables described in the MMPBSA.py
manual; in comparison, mm_pbsa.pl has no similar functionality
without directly altering the source code. Finally, QM/MM-
GBSA and MM/3D-RISM calculations are only available
through the MMPBSA.py implementation.

4. CONCLUSIONS
MMPBSA.py is a program written in Python and nab that allows
users to easily and efficiently calculate free energies from MD
and MC simulations. Using MMPBSA.py simplifies the end-
state free energy calculation workflow by automating many
tasks and checking topology files for consistency to minimize
user error. The command line syntax and input file structure
mimics those of other Amber programs, thereby reducing the
learning curve. Accompanying test cases provide users with
example inputs for performing each supported type of
calculation. MMPBSA.py.MPI can be run in parallel to increase
the speed of end-state free energy calculations.
MMPBSA.py is flexible enough to accommodate the needs of

most users. Several methods may be used to calculate the free
energy of solvation, such as PB, GB, and RISM. Furthermore,
when using a GB model, part of the system can be treated
quantum mechanically. Specific interactions can be analyzed
using alanine scanning or free energy decomposition. Solute
entropy is approximated using a rigid rotor model in which the
vibrational frequencies can be calculated using either normal
mode or quasi-harmonic approaches. For increased flexibility,
advanced users can supply custom input files to control all
variables, including those not available in theMMPBSA.py input
file.

MMPBSA.py is released with AmberTools under the GNU
General Public License (version 2), available for download
from http://ambermd.org/. Documentation and tutorials are
also available on the Amber website.
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